When judging individuals from different social groups, one may implicitly refer to his or her conception of the group mean or standard on the dimension of interest as an important reference criterion. For example, when one is asked, “how tall is Julia?” an answer of “very tall” can generally be taken to mean that Julia is very tall relative to the average woman. She might, however, measure only 5'9—a height that would not be referred to as “very tall” if characteristic of a man. Similarly, what is deemed to be “very assertive” behavior in a woman may be quite different from that called to mind when judging a man's height or assertiveness.

In both of these cases, different standards of judgment are being used to evaluate members of each sex. This occurs, we believe, because people implicitly accept the stereotypes (accurate or not) that men are, on average, taller and more assertive than women. Holding these stereotypes means that the standard one calls to mind when judging a woman’s height or assertiveness will be quite different from that called to mind when judging a man. In essence, then, we hypothesize that people routinely shift or adjust their standards of judgment as they think about members of different social groups (see Foddy & Smithson, 1989; Kahneman & Miller, 1986).

In a recent article, Biernat, Manis, and Nelson (1991) presented a schematic model and supporting evidence for a “shifting standards” effect in judgments about male and female targets' heights, weights, and incomes. In that research, subjects rated a series of photographs on these attributes by using either “subjective” (Likert-type) or “objective” response scales. Objective responses included judgments in feet and inches for height, pounds for weight, and dollars earned per year for income. These are stable, externally anchored units of measurement that retain a constant meaning regardless of the type of exemplar being judged. Biernat et al. (1991) argued that such objective ratings should reflect the mental representations of their subjects with reasonable fidelity. They reasoned, however, that subjective ratings might mask these representations, because they allow for the standard shift phenomenon: Subjects may differentially adjust the meaning of labels such as very short and very tall when judging male versus female targets. Other researchers who have compared objective and subjective response scales have noted the former’s lesser sensitivity to context (e.g., contrast) effects (Campbell, Lewis, & Hunt, 1958; Helson & Kozaki, 1968; Krantz & Campbell, 1961). They suggest that subjective scales allow for semantic changes of meaning of the sort we are proposing here (see Manis, 1967, 1971).

Biernat et al. (1991) found that when subjects judged personal income by indicating “dollars earned per year,” men were rated as earning more than women. In other words, the stereotype (in this case, an accurate one) that men make more money than women was clearly reflected in judgments of individual targets. However, when subjects judged income using a subjective scale with endpoints labeled financially very unsuccessful and financially very successful, women were rated higher than men. These results suggest that when using subjective scales, the judges differentially adjusted the meanings of the end anchors for male and female targets. For a man to be labeled financially very successful, he had to earn much more money than a woman who was similarly labeled.

In general, we suggest that whenever one is provided with a subjective response scale on which to evaluate a group of targets (such as women), the end-anchors of the rating scale are shifted so as to maximize differentiation among the class members. This idea is not new to the judgment literature. Volkmann’s (1951) “rubber band” model assumes that subjects set the end-
points of their rating scales to match the stimulus range that they anticipate; the subjective meaning of various response categories changes as this stimulus range extends or retracts (see also Postman & Miller, 1945). Parducci’s “range” and “frequency” principles make similar predictions about the judge’s assignment of stimuli to appropriate rating categories (Parducci, 1963, 1965; Parducci & Perrett, 1971). Upshaw’s (1962, 1969) variable perspective model also suggests that judgments are based on where stimuli (in his case, attitudinal stimuli) fall within an individual’s subjective frame of reference or “perspective.” The novelty of the present approach is in tying the phenomenon of differential scaling adjustments to the stereotyping literature.

A stereotype that differentiates two groups on some relevant dimension implies that these groups will differ with respect to (a) the mean or “typical” value and (b) the range of values that might be anticipated from a sample of the individual group members. For example, men are expected, on average, to be more aggressive than women, and the expected range of aggressiveness in men begins (and ends) at a higher level than the expected range of aggressiveness in women. When a subjective rating scale is introduced, the response values are adjusted to fit these expectations. The result is that two targets—one male and one female—who are characterized in identical terms (e.g., very aggressive) may nonetheless be perceived to differ systematically. The very aggressive man may have engaged in some behavior that is substantially different (e.g., more objectively aggressive) than that of the very aggressive woman. If we could measure aggressiveness using an externally anchored or common-rule scale, different descriptive terms would be used to describe them: Consistent with the stereotype, the man would be judged as more aggressive than the woman. Although we know of no way to objectively measure aggressiveness, in this article we present four studies that test the logic of this reasoning. One of our goals is to demonstrate the influence of stereotypes in social judgments even in situations where they appear not to be operating; that is, when subjective responding allows for standard shifts (see Locksley, Borgida, Brekke, & Hepburn, 1980; Locksley, Hepburn, & Ortiz, 1981).

Our first study examines the gender stereotype or belief that men are more competent than women (see Goldberg, 1968), and the second study focuses on both gender and racial stereotypes regarding verbal ability—that women have more verbal ability than men, and that Whites have more verbal ability than Blacks. Study 3 involves the stereotype that Blacks are more athletic than Whites, and Study 4, which uses a slightly different paradigm, investigates gender-based beliefs about aggression and passivity. The four studies are extensions of our earlier work on the topic of gender stereotype-based standard shifts in judgments of height, weight, and income (Biernat et al., 1991). In the present experiments, however, we examine more meaningful social stereotypes regarding both gender and race, and we were therefore forced to be more creative in developing common-rule or objective measurement metrics because, for example, verbal ability cannot be measured in as neat a unit as an inch or a pound. For that reason, we relied instead on common-rule, or “universalist” assessment procedures such as letter grades and rank orderings as a substitute for objective judgments. In each study, we expect to find that our common-rule response scales reveal clear stereotyping effects, but that subjective response scales—because they can be adjusted to fit different classes of exemplars—dilute and sometimes reverse these effects.

The present research has two additional objectives. One is to examine individual differences in the extent to which standard shifts occur. As we indicated in our earlier work (Biernat et al., 1991), the standard shift phenomenon should occur only when people hold differing beliefs (stereotypes) about contrasting social groups. For example, we found no evidence that subjects held different gender stereotypes regarding age or frequency of movie attendance, and, as anticipated, subjective and objective response scales yielded similar patterns of judgment. A corollary to this finding is that individuals who do not personally believe in systematic group differences, even when these beliefs are commonly held by others, should also be less susceptible to standard shift effects. In other words, individuals who do endorse stereotypes should be the most likely to produce the patterns of judgment we have previously described. On objective measures, these respondents should show the full effect of their stereotypes; on subjective rating scales, by contrast, the respondents’ stereotypes should lead to the use of different standards, which should, in turn, reduce or reverse the stereotype effect. Respondents who do not accept differential group stereotypes should use similar subjective endpoints when evaluating individuals from disparate groups (e.g., men vs. women). For these subjects, the judgment patterns observed should not be affected by the type of response scale on which ratings are made. In the studies presented here, we examine the effects of both attitudes (e.g., racism, and attitudes toward women) and stereotypes (base rate beliefs about groups) on the judgment patterns generated when respondents express their mental representations using subjective versus objective (common-rule) scales.

Our final objective in this research is to provide more direct evidence that shifting standards are, in fact, responsible for the differing judgment patterns we have observed in our earlier work. Subjective and objective scales may differ in many other ways beyond their (alleged) susceptibility to standard shifts. For example, objective scales may prompt raters to attempt accuracy in their judgments (and therefore to rely on base rate beliefs), whereas subjective scales may prompt less careful attention to stimulus details (and more moderate responding). In our earlier work, we ruled out the possibility that the relative difficulty of making judgments in objective versus subjective units was responsible for the judgment patterns we observed, and we found that objective ratings were more likely than subjective ratings to be unbiased and to provide more accurate readings of our subjects’ mental representations (Biernat et al., 1991). For example, objective height ratings more closely matched what we assume is a direct index of mental representation—paired comparison judgments.

This research provides further, direct support for the shifting standards account. In Study 3, we demonstrate that the explicit manipulation of comparison standards for making subjective judgments produces differential scaling patterns. That is, the pattern of shifting standards can be obtained by directly manipulating standards, without relying on the subjective–objective response scale distinction. Furthermore, in Study 4, we illustrate that individuals use different decision thresholds in determining whether a behavior is diagnostic of stereotypical traits for female versus male targets. If different standards are re-
crucial when judging individual members of different social categories with respect to stereotyped attributes, those standards should lead people to use different "decision rules" for determining the presence or absence of the attributes (see Dunning & Cohen, 1992; Foddy & Smithson, 1989; Foschi, 1992). For example, because most people believe that men are more aggressive than women, they should have a lower threshold for labeling a behavior aggressive when it is committed by a woman rather than a man. A behavior that might be regarded as normal or average for a man might thus be considered an indication of aggressiveness when enacted by a woman. Evidence that aggressive behaviors are differently diagnostic of aggressiveness in male and female targets points directly to the importance of shifting standards in social judgment tasks.

Study 1

A classic article by Goldberg (1968) provided evidence that women (as well as men) are prejudiced against women. In Goldberg's work, female subjects were asked to read and evaluate a series of articles that were attributed to either male (e.g., "John T. McKay") or female (e.g., "Joan T. McKay") authors. Subjects tended to judge an article more positively on attributes such as competence and quality if it appeared that it was written by a man rather than a woman. This research prompted great deal of speculation concerning women's tendency to "self-stereotype" (e.g., Cash & Triner, 1984; Ruble & Ruble, 1982) and inspired a flurry of research seeking to replicate and better understand the effect.

The abundance of this research warranted the 1989 publication of a meta-analytic review of experimental work using the Goldberg evaluation paradigm (Swim, Borgida, Maruyama, & Myers, 1989). In this review of gender effects on evaluations, the authors reported an overall effect size ($d$) of only $-0.07$ (i.e., men were evaluated slightly more positively than women). In other words, "the size of the difference in ratings between female and male target persons was extremely small" (Swim et al., 1989, p. 419). These authors also pointed out that even in Goldberg's original study, the pro-male bias was found on only some of the dependent measures and that significant findings were more likely to be obtained when the topics of the evaluated articles were "masculine" (e.g., law and city planning) as opposed to feminine or neutral. In their meta-analysis, the effect size was slightly larger ($d = -0.12$) for masculine than for feminine ($d = -0.01$) stimulus materials, although neutral materials produced the largest effect ($d = -0.13$).

Swim et al. (1989) identified a number of possible moderators of the small but heterogeneous effect size (e.g., amount of information provided about the target and type of stimulus material), but they commented that the factors they considered "do not fully account for this variability" (p. 420). They called for further research to identify other potential moderators; the present study represents one attempt to do so. We suggest that the type of response scale (i.e., objective or subjective) on which evaluations are gathered may be an important determinant of the size of the gender bias effect. If subjects rely on a global stereotype that men are more competent than women, we should find that objective judgments reveal this bias, whereas subjective judgments do not. The Swim et al. findings, however, lead us to anticipate that something other than a straightforward pro-

male bias operates when subjects judge the quality of magazine articles. What is more likely is that gender stereotypes regarding authorship operate such that subjects believe men are better writers of masculine articles (e.g., men know more about fishing than do women), whereas women are better writers of feminine articles (e.g., women know more about nutrition than do men). If this is so, we should find that objective judgments reveal a pro-male bias on masculine articles, but a pro-female bias on feminine articles; subjective judgments should reveal diminished effects, or reversals, because judges may implicitly use a higher (more demanding) standard when assessing an article that they expect to be very good (e.g., a woman, rather than a man, writing about cosmetics).

Method

Subjects were 169 University of Florida undergraduates (107 women and 62 men) enrolled in introductory psychology courses who participated in return for course credit. Subjects simply read a one-page excerpt of a magazine article attributed to either "Joan T. McKay" or "John T. McKay" and were asked to evaluate the article on three dimensions: quality ("How good an article would you say this is?"); monitory worth ("As a magazine editor, how much money would you be willing to pay the author for his/her article?"), and interest ("Do you think the magazine's readers will find this article interesting?"). Ratings were made on either subjective or objective response scales. The subjective measures were 9-point scales with endpoints labeled excellent and terrible for the quality question, very little money and lots of money for the monetary worth question, and no, not at all and yes, very much so for the interest question. Subjects in the objective condition rated quality by assigning a letter grade to the article (A+ through E); monetary worth by providing a dollar figure (constrained to lie between $50 and $1,000), and interest by indicating the percentage of the magazine's readers who would find the excerpt interesting. After evaluating the article, subjects completed the 24-item Attitudes Toward Women Scale (AWS; Spence & Helmreich, 1972).

The excerpted articles that subjects read had actually been published in mass circulation magazines and were selected on the basis of the apparent sex typing of their content. Two articles each were chosen to reflect masculine, feminine, and gender-neutral topics. The two masculine articles concerned bass fishing and salaries of professional baseball players; the feminine articles featured hints on cooking nutritious meals and trends in eye makeup; and the "gender-neutral" articles concerned the mind–body problem as applied to health issues and a debate about whether people could be classified into dichotomous types (e.g., optimist–pessimist, etc.). Pretesting indicated that subjects did indeed perceive the masculine articles to be more masculine than the feminine.
articles, and vice versa, and the neutral articles to fall between the other two types on a masculine–feminine rating dimension. This pretesting also indicated that the masculine and feminine articles were perceived to be equal in quality ("overall, how good an article would you say this is"), although both of these types were rated less positively than the neutral articles. Because preliminary analyses indicated no differential effects on evaluation of the specific articles of each type, the six articles were collapsed into the three general categories of feminine, masculine, and neutral.

In sum, the study was based on a 2 (sex of author) × 3 (type of article—feminine, masculine, and neutral) × 2 (response scale—objective and subjective) between-subjects design. Some analyses also included sex of subject as an additional factor, but this was not significant as a main or interactive effect and is thus not discussed further. To render the data comparable across the two response scale conditions (subjective and objective), ratings were appropriately reverse-coded when necessary, then standardized separately within each condition (subjective and objective) before creating a scale based on the average of the three items. Coefficient alpha on the three-item scale was .62 for subjects in the objective judgment condition and .55 for subjects in the subjective condition.

Results and Discussion

Evidence of standard shifts. The data were analyzed using a 2 (sex of author: Joan or John) × 3 (type of article: masculine, feminine, or neutral) × 2 (response scale: objective or subjective) between-subjects analysis of variance (ANOVA). The only significant findings were a main effect of topic, F(2, 157) = 4.31, p < .02, such that neutral topics were evaluated more positively overall (M = .17) than either feminine (M = -.22) or masculine (M = -.10) topics, and the three-way interaction (Author × Topic × Response Scale), F(2, 157) = 3.21, p < .05. This interaction, broken down by article type, is shown in Figure 1. For feminine articles (Panel A), the Author × Response Scale interaction was significant, F(1, 58) = 6.81, p < .02. Simple effects tests indicated that Joan was rated significantly more positively than John in objective units, but John and Joan were rated similarly in subjective units.2 For the masculine articles (Panel B), the two-way interaction did not meet the conventional level of significance, F(1, 56) = 3.89, p < .15, but the observed pattern is obviously very similar to the pattern for feminine articles; that is, John was rated more positively than Joan in objective units, but the two did not differ on the subjective ratings. For neutral articles (Panel C), the Author × Response Scale interaction was not significant (F < 1); none of the means significantly differed from the others (all ps > .30). The general pattern is that for sex-typed articles, subjects' objective ratings indicated a favoritism toward the author of the "corresponding" sex—John was better at writing masculine articles, Joan at writing feminine articles. The subjective evaluations did not reveal these biases.3 This pattern of effects also appeared when we separately analyzed each of the three ratings that made up the evaluative index, although in the case of the interest rating, the three-way interaction was only marginally significant (p < .11).

Individual differences in standard shifts. To discover whether subjects' scores on the AWS affected their evaluations of the articles, we first performed a median split on these scores. The range of possible scores on the AWS is 25–100; the range in the present sample was 25–73 (M = 41.63, SD = 8.99). Subjects with scores of 39 or below were classified as relatively "nontraditional" (n = 84), and those with scores greater than 39 were classified as "very traditional" (n = 83). We then added this factor in an analysis that also included sex of author, topic, and response scale as described above. In this analysis, the AWS categorization significantly interacted with author, F(1, 143) = 7.33, p < .01, such that highly traditional subjects rated John (M = .13) significantly higher than Joan (M = -.24), whereas less traditional subjects did not differentiate between John (M = .13) and Joan (M = -.13). AWS classification was also involved in a significant three-way interaction that included topic and response scale, F(2, 143) = 4.91, p < .01. The relevant means appear in Table 1. Among low-traditional subjects making objective ratings, feminine articles were viewed significantly more positively than masculine articles; among highly traditional subjects, the opposite was true—objective ratings indicated that masculine articles were viewed more positively than feminine articles. In other words, the objective ratings revealed judgment patterns consistent with the attitude profile (more value placed on the masculine for high traditions and more value on the feminine for low traditions). The subjective ratings, however, revealed the opposite patterns for both high-and low-traditional subjects. Subjectively, low traditions preferred masculine to feminine articles, whereas high traditions preferred feminine to masculine articles. Once again, the neutral articles were generally rated more positively overall. For reasons that remain unclear, low traditions rated neutral articles more positively on subjective than on objective response scales, whereas high traditions rated neutral topics more positively on objective than on subjective scales.

Although the four-way interaction between author, topic, response scale, and AWS classification was not significant, F(2, 143) = 1.43, p > .20, we took the liberty of recalculating the Author × Topic × Response Scale ANOVA separately for low- and high-gender-traditional subjects. These data must be interpreted with the caution that this exploratory analysis calls for. Among highly traditional subjects, the only significant effect was the Topic × Response Scale interaction, F(2, 71) = 3.46, p < .05, which we have previously described (see Table 1). For low gender-traditional subjects, the interaction between author and response scale was significant, F(1, 72) = 4.92, p < .03. This interaction indicated that Joan (M = .38) was rated higher than John (M = -.28) in objective units; however, in subjective ratings, the difference between Joan (M = -.003) and John (M = .07) was nonsignificant. This effect was subsumed, however, by a significant Author × Topic × Response Scale interaction, F(2, 72) = 4.65, p < .02. The pattern just described was most marked when the topic was feminine in nature, was reduced but in the same direction when the topic was neutral, and was reversed (although nonsignificantly) when the topic was masculine. In other words, subjects who scored low on the AWS (a) rated Joan

---

1 All post hoc tests are simple effects tests (t tests) comparing the indicated means, but using the overall mean squared error term (within) from the multiway ANOVA (see Klockars & Sax, 1985). Throughout this article, means are reported as being significantly different from each other, this indicates that the t test was significant at p < .05.

2 We also decomposed this interaction by examining the Author × Topic interaction separately for objective and subjective ratings. For objective ratings, this interaction was significant, F(2, 80) = 4.32, p < .02; for subjective ratings, it was not (F < 1).

---
more highly than John in objective units when the topic was feminine or neutral, (b) rated John more highly than Joan in objective units when the topic was masculine, and (c) rated Joan and John the same in subjective units on each of the three article types.\footnote{We should also note that when we included AWS scores as covariates in the basic Author × Topic × Response Scale ANOVA, the effect of the covariate was significant, $F(1, 154) = 4.40$, $p < .05$, but the substantive results reported in Figure 1 did not change.}

It appears, then, that attitudes toward women did influence subjects’ judgments to some extent. The most clear-cut finding was that objective ratings revealed biases consistent with subjects’ attitude profiles: High traditionals preferred masculine to feminine articles; low traditionals preferred feminine to masculine articles. Consistent with the standard shift account, the subjective ratings showed reversals of these patterns. Our more exploratory analyses also suggested that whereas both high- and low-gender-traditional subjects were affected by a standard shift, the shift took a slightly different form for the two groups. For less traditional subjects, a pro-female author bias was apparent in the objective ratings; for highly traditional subjects, a pro-masculine topic bias appeared in the objective ratings. For both groups, subjective ratings failed to reveal these biases. Thus, we have uncovered some evidence for individual differences in the standard shift effect. Our failure to document a simple male favoritism bias in this study and in others inspired by the original Goldberg (1968) research may perhaps reflect the operation of competing influences; that is, the pro-male “competence” stereotype that was the focus of this research may be offset by a pro-female “verbal ability” stereotype—a bias we examine in Study 2.

**Study 2**

In Study 2, we demonstrate the shifting standards phenomenon in a substantively different judgment domain. The focus in this case is on judgments of verbal ability. We chose this dimension because it allows us to investigate two social stereotypes simultaneously: the stereotype that women are more verbally able than men, and the stereotype that Whites are more verbally able than Blacks. We predict that objective judgments will, once again, be more likely to reveal evidence of these stereotypes than will subjective judgments. This is the first case in which we have investigated a positive stereotype of the generally disadvantaged group (i.e., women are perceived as more verbally able than men). Demonstration of the standard shift phenomenon in this case will be particularly useful in noting that the effect may generalize to other stereotyped beliefs, regardless of their valence. This study also further examines the influence of individual-difference factors on judgment patterns.

**Method**

Subjects were 143 White undergraduates at the University of Florida (67 men and 76 women) who received credit in their introductory psychology courses for participating. Sex of subject did not affect judgments in any way, and therefore this variable is not further discussed. On entering the lab, subjects were told the study concerned “social per-
ception," and they were handed booklets that began with the following instructions:

On the following pages, you will find a series of graduation photographs taken at several southern high schools. Prior to graduation, to help evaluate the overall school system of the state, each of these students took part in a systematic educational appraisal that included an oral vocabulary test. Along with each photo you will find two vocabulary definitions that the student in question produced as part of the educational appraisal process. Using this model pool of information, we would like you to indicate your best judgment as to each student's popularity, maturity, and verbal ability. We realize that this is a difficult task and that you don't really have much to go on; just do the best you can.

The booklet contained 40 photographs, each paired with two word definitions that had supposedly been provided by the pictured individuals. The photo set consisted of 10 Black men, 10 Black women, 10 White men, and 10 White women, whose pictures had been chosen from several nonlocal high school yearbooks. Photocopied reproductions of these photos were used; they were always readily identifiable in regard to race and sex.

The word definitions that appeared with the photos were selected from a set identified by Arnhoff (1953) and supplemented by Fein (1989). These definitions varied in the degree to which they showed evidence of "thought disturbance." In other words, the definitions ranged from the very straightforward (evidence of high verbal ability) to the rather bizarre and confused (evidence of low verbal ability). This manipulation was included in an attempt to pinpoint the influence of the standard shift phenomenon (i.e., does standard shifting affect judgments at all levels of the attribute of interest?). Fein also collected normative data concerning the degree of "thought disturbance" conveyed by each definition as rated on a 9-point scale.

To summarize, the study used a 2 (response scale: objective and subjective) \( \times 2 \) (sex of target) \( \times 2 \) (race of target) \( \times 3 \) (level of thought disturbance of definitions) design in which judgments of verbal ability served as the dependent variable. The first factor was manipulated between-subjects variable. Half the subjects rated the target on a subjective 5-point scale with endpoints labeled very unpopular and very popular and very immature and very mature. On the verbal ratings, however, response scale was manipulated as a between-subjects variable. Half the subjects rated the target on a subjective 5-point scale with endpoints labeled very low verbal ability and very high verbal ability. The other half rated the target objectively by assigning a letter grade (A through E) that reflected his or her verbal ability.

### Results and Discussion

#### Evidence of standard shifts

Because both types of response scales had five response options, we first analyzed the data with combinations, a second version of the booklet was created such that a pair of definitions attributed to a Black in Booklet 1 was attributed to a White in Booklet 2, always keeping the sex constant (i.e., definitions were switched for White men and Black men across booklets, and for White women and Black women). Two different semirandom orders of the booklet were also created, with the stipulation that no more than three targets of the same race were ever depicted in sequence. Booklet type and order did not affect the results in any meaningful way and therefore are not discussed further.

Subjects were asked to rate each target on three attributes: popularity, maturity, and verbal ability. The first two questions were essentially used as fillers to draw attention away from our interest in verbal judgments; all subjects made these ratings on 5-point scales with endpoints labeled very unpopular and very popular and very immature and very mature. On the verbal ratings, however, response scale was manipulated as a between-subjects variable. Half the subjects rated the target on a subjective 5-point scale with endpoints labeled very low verbal ability and very high verbal ability. The other half rated the target objectively by assigning a letter grade (A through E) that reflected his or her verbal ability.

To summarize, the study used a 2 (response scale: objective and subjective) \( \times 2 \) (sex of target) \( \times 2 \) (race of target) \( \times 3 \) (level of thought disturbance of definitions) design in which judgments of verbal ability served as the dependent variable. The first factor was manipulated between-subjects; the latter three were manipulated within subjects. At the end of the study, subjects also completed the 7-item Modern Racism Scale (McConahay, Hardee, & Batts, 1981) and the AWS (Spence & Helmreich, 1972) and were asked to indicate the percentage of Whites, Blacks, men, and women hom whom they thought had "high verbal ability," as additional measures of gender and racial beliefs.

### Table 2

#### Examples of Definitions From Each "Thought Disturbance" Level, Study 2

<table>
<thead>
<tr>
<th>Level</th>
<th>Word</th>
<th>Definition</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Chaos</td>
<td>Confusion, the opposite of order.</td>
</tr>
<tr>
<td>2</td>
<td>Join</td>
<td>One group or part attaches to another part.</td>
</tr>
<tr>
<td>3</td>
<td>Gamble</td>
<td>Waste money for good excitement.</td>
</tr>
<tr>
<td>4</td>
<td>Fur</td>
<td>A decoration covering for the body.</td>
</tr>
<tr>
<td>5</td>
<td>Apple</td>
<td>Nourishment for the stomach.</td>
</tr>
<tr>
<td>6</td>
<td>Catacomb</td>
<td>Like a cellar or something to keep stiffs.</td>
</tr>
<tr>
<td>7</td>
<td>Pewter</td>
<td>Something that don't smell good.</td>
</tr>
<tr>
<td>8</td>
<td>Ballast</td>
<td>A definite kind of some dance.</td>
</tr>
<tr>
<td>9</td>
<td>Nuisance</td>
<td>Person who never uses his noodle.</td>
</tr>
<tr>
<td>10</td>
<td>Camera</td>
<td>Watcher of the skies, lenses and wings and armies.</td>
</tr>
</tbody>
</table>
out standardizing within question type. However, our analyses indicated a large main effect of response scale, $F(1, 141) = 96.63, p < .0001$, such that the objective ratings were generally higher than the subjective ratings (a "grade inflation" effect?). We therefore standardized the data within question type (subjective vs. objective) and analyzed the resulting ratings using a Response Scale × Sex of Target × Race of Target × Level of Psychological Disturbance mixed-design ANOVA, with the last three factors producing 12 repeated measures (mean judged verbal ability of low, medium, and highly "disturbed" Black men, Black women, White men, and White women). Results did not substantially differ in analyses using the standardized versus nonstandardized judgments. Each of the three within-subjects factors emerged as a significant main effect: female targets were rated higher in verbal ability than male targets, $F(1, 141) = 4.90, p < .03$, White targets were rated higher than Black targets, $F(1, 141) = 43.16, p < .0001$, and low disturbed definitional depictions were attributed higher verbal ability ratings than medium and highly disturbed depictions, which were also ordered appropriately, $F(2, 282) = 372.67, p < .0001$. This large effect of definition level provides strong evidence for the validity of these definitions as indicators of verbal ability.

The shifting standards argument suggests that stereotyped categories (e.g., race and sex) should interact with type of response scale to affect judgments. Specifically, objective scales should reveal that Whites and women are perceived as higher in verbal ability than Blacks and men, respectively. Subjective scales, however, should show less evidence of bias; indeed, shifting standards may eradicate (or reverse) the expected stereotype effect. These predictions were supported. The interaction between race and response scale was significant, $F(1, 141) = 6.52, p < .02$, as was the interaction between gender and response scale, $F(1, 141) = 7.09, p < .01$. These interactions are depicted, in turn, in Figures 2 and 3. In Figure 2, the difference between Black and White targets when rated on subjective scales was still significant, but this difference was significantly smaller than the difference between Blacks and Whites in objective rating units.

In Figure 3, whereas the objective ratings of men and women were significantly different from each other, the subjective ratings were not.

Gender and race also interacted significantly, $F(1, 141) = 11.00, p < .002$. For the White targets, our subjects perceived no difference in verbal ability between women ($M = .23$) and men ($M = .29$), but when the targets were Black, women ($M = -.38$) were rated significantly higher than men ($M = -.38$). The mean ratings of Black men and Black women were each significantly different from every other mean. This was true across response scales (subjective and objective); the three-way interaction between gender, race, and response scale was far from significant, $F < .50$.

The final effect of interest in this analysis was the interaction among race, response scale, and level of definitional disturbance, which was marginally significant, $F(2, 282) = 2.72, p < .07$. Simple effects tests indicated that the subjective ratings revealed a significant race difference only at the low level of disturbance, but the objective ratings did so at medium and high levels of disturbance. That is, when targets provided medium or highly disturbed definitions, Whites were rated significantly higher than Blacks on objective scales; these differences were not significant on subjective scales. These data prompt speculation that the standard shift effect may be most marked in situations where the judged phenomenon is particularly striking (in this case, e.g., when the word definitions were clearly disturbed). Of course, these data should be interpreted conservatively, given the marginal significance of the interaction.

**Individual differences in standard shifts.** One of our goals in this study was to identify individual differences in the standards of evaluation that were used to judge the verbal ability of Blacks and Whites of women and men. The Modern Racism Scale provided one operationalization of differences in racial standards. We expected that subjects scoring high on this measure were more likely than low scorers to apply different standards to the evaluation of Black versus White targets. Statistically, this would mean that the interaction between race and response
scale would be attenuated for low racists (who presumably do not shift standards when judging these groups) and more striking for high racists (who presumably do).

To examine this possibility, we first divided the sample into high and low racists by performing a median split on Modern Racism Scale scores. Scores on this scale can range from 7 to 35; in this sample, the range was 7–33 (M = 15.10, SD = 5.41). Subjects who scored 14 or below were classified as low racists (n = 69), those above a score of 14 were labeled high racists (n = 78). We then reanalyzed the judgment data as described above but included respondents’ racism scores (high vs. low) as another between-subjects variable. The only finding involving this factor was a significant interaction between racism level and race of target, F(1, 137) = 4.13, p < .05, such that high racists evaluated Whites more positively than Blacks (across both types of response scales), whereas low racists gave comparably low evaluations to both types of targets. The Racism × Race × Response Scale interaction was not significant (F < 1). We also used racism as a covariate in the analysis reported above; the covariate effect was not significant (F < 1), and its inclusion did not change the results in any substantive way. In general, then, we found no indication that racism level affected judgments of Black and White targets differentially across the two types of response scales. The same was true when we conducted comparable analyses using subjects’ base rate estimates of the percentage of Blacks and Whites with “high verbal ability.”

To extend this analysis to the issue of different standards based on sex, we examined subjects’ AWS scores. None of the various analyses we attempted (including separate ANOVAs for high and low AWS subjects and analysis of covariance) revealed any significant influence of this individual-difference variable. We finally looked to subjects’ base-rate estimates of the percentage of women and men with high verbal ability. We first subtracted subjects’ female estimates from their male estimates. The resulting mean was -3.25 (SD = 11.76); 66 subjects said they believed that women were higher in verbal ability than men, 41 reported no difference between the sexes, and 36 indicated that men were higher in verbal ability than women. We wondered whether individuals with different base rates of this sort would show different patterns of judgment of the targets. Therefore, we recomputed the analysis reported above but added the three-level base rate classification as an additional between-subjects factor. In this analysis, the three-way interaction among sex, response scale, and base rate was of particular theoretical interest; it was marginally significant, F(2, 137) = 2.46, p < .09. On the basis of this finding, we felt justified in dividing the sample into the three base-rate groups (subjects who indicated women were higher, equal to, or lower than men in verbal ability), and recalculating the Response Scale × Race × Sex × Level of Disturbance analysis within each group.

We were interested in noting two types of effects in each analysis: main effects of target sex and interactions between target sex and response scale. Among subjects who believed, overall, that men were higher in verbal ability than women, neither the main effect of sex nor its interaction with the objective versus subjective response scale were significant (ps > .25). Among subjects who believed, overall, that women and men were equal in verbal ability, only a significant main effect of sex was obtained, F(1, 39) = 4.23, p < .05, with female targets rated higher in verbal ability than male targets. It was only among subjects who believed, overall, that women were higher in verbal ability than men that we found a significant interaction between gender and response scale in the pattern depicted in Figure 3, F(1, 64) = 12.77, p < .001. This suggests, then, that base-rate beliefs about gender do affect patterns of judgment of individual targets. Only subjects who reported a belief in the cultural stereotype that women are more verbally able than men showed evidence of the shifting standards phenomenon.

Study 3

Study 2 demonstrated the standard shift phenomenon when positive stereotypes of women were operating. This suggests that the effect generalizes to a variety of gender stereotypes, whether they reflect positive or negative views of women. We have not, however, demonstrated that this extends beyond beliefs about gender to include positive beliefs about other generally disadvantaged groups, such as racial groups. To further illustrate the generalizability of the standard shift phenomenon, Study 3 demonstrates it in a context where White subjects view the minority group (Blacks) more positively than the majority group (Whites). We examined the stereotype that Blacks are more athletic than Whites. Our prediction is that when evaluating the athleticism of individual Black and White targets, objective judgments should reveal the full extent of this pro-Black stereotype, whereas subjective judgments, which allow for standard shifts (e.g., “he looks pretty athletic for a White person”), should not. The appearance of this pattern would rule out alternative explanations of the standard shift effect; for example, that it is based on a positive bias toward majority groups.

This study also differs from the previous two in its use of (a) a ranking procedure, which is naturally objective in that it invites use of a common standard by requiring subjects to explicitly order individual targets on the dimension of interest, and (b) a within-subjects design. In this study, subjects are asked to make both subjective ratings and rankings of the same targets. This design provides a more stringent test of the standard shift phenomenon, because subjects are able to directly note (and must directly confront) any inconsistencies in their patterns of ratings across the two types of judgments. If evidence of a standard shift is still obtained, we will have added confidence in the effect.

An additional goal of this study is to demonstrate that directly altering the standards subjects use as they make their subjective ratings causes rating shifts. In our earlier work (Biernat et al., 1991), we found differences in subjective judgments of height when subjects were asked to use the comparison standard “average person” as compared with “average man” (when rating men) or “average woman” (when rating women). Whereas the “average person” ratings resulted in male targets being judged taller than female targets, “average man/woman” ratings...
resulted in male and female targets being judged equal in height. A similar logic is used in this study as well. If subjects judge Black and White targets' athleticism with different standards in mind, their subjective ratings should differ such that comparison with “harsh” athletic standards (e.g., “Black men”) results in lower ratings than does comparison with relatively “weak” athletic standards (e.g., “women”). At the same time, the use of different standards should not affect our subjects' rankings of individual targets: Explicit orderings of stimuli along a dimension should not be affected by a manipulated standard of comparison.

This point is important because the crux of our argument is that shifting standards account for the differences we have obtained between subjective and objective judgments. Yet, we have little direct evidence that a standard shift is responsible, as the two types of response scales differ on other factors that we may not have considered. If we find that a direct manipulation of standards causes a rating shift within the class of subjective ratings, we advance our argument because the “standard shift” effect can be obtained without relying on the objective–subjective distinction.

Method

Subjects were 44 White undergraduates at the University of Kansas (26 women and 17 men) who participated in exchange for course credit. The title of the project was “Study of Social Perception,” and subjects were told that we were interested in “your ability to judge others when you have very little information about them—in this case, the only information you will have about a given individual is his photograph.” Subjects worked through a small 10-page booklet. On each page was a photographed reproduction of a 3.5-in. × 5-in. (8.97-cm × 12.82-cm) photograph of a college undergraduate in a sitting pose (see Biernat et al., 1991; and Neelon, Biernat, & Manis, 1990, for details on these photographs); photographs were also labeled Person 1 through Person 10. Eight of the photographs depicted White men and two depicted Black men. This unequal race representation was a deliberate attempt to disguise as much as possible the study's concern with race. The photographs were chosen by Monica Biernat on the basis of her subjective impression that the Black target appeared roughly equal in athleticism to the Whites (e.g., similar heights and builds). We did not pretest on this point, however, as we thought it would be odd (and meaningless), given our perspective on shifting standards.6 Two different orders of the booklets were created; in each case, the Black men filled the fourth and eighth position. No order effects were found in these data.

Manipulation of comparison standards. Subjects were asked to look at each photographed person and judge his athletic ability on subjective (1–7) response scales. As subjects made their subjective ratings of each target, they were invited to use one of five standards of comparison: Black men, White men, men, women, or Americans (manipulated between-subjects). Specifically, the subjective ratings were preceded by instructions to the subject to “Think about the group X. How athletic would you say Person A is compared to all X [e.g., Black men]? Compared to the athleticism of the group X, Person A is closest to:” The 1–7 response scales were labeled at the endpoints by the phrases the least athletic X (e.g., Black man) and the most athletic X (e.g., Black man). These different standards of comparison were chosen because they vary in the extent to which they are perceived as athletic. We suggest that “Black men” is the hardest athletic standard and should result in relatively lower ratings of both Black and White targets' athleticism. The weakest standards are women and Americans, although we are less sure of which might be perceived as the weakest. On the one hand, women might be perceived as less athletic on average than Americans, but the group of Americans certainly includes women along with other relatively less athletic groups (e.g., the elderly, the physically disabled and children). Of course, the group “Americans” also includes the relatively more athletic groups “males,” and “Black males” in particular. We had little way of knowing precisely how people would think about these groups, so we simply suggested them both as relatively weak athletic standards. The groups “White men” and “men” were moderate standards whose ordering, again, was difficult to predict a priori. In general, then, we predicted that judgments of targets relative to “Black men” would result in lower athletic ratings, judgments relative to “men” and “White men” would result in moderate athletic ratings, and judgments relative to “women” and “Americans” would result in the highest athleticism ratings (because of the relative ease of surpassing these standards). This ordering should be true of both Black and White targets.

The final page of the booklet contained the ranking task. Subjects were told

Now that you've finished rating these individuals by comparing them to group x, the final thing we'd like you to do is rank order the ten people in order of their athletic ability. Next to the letter identifying the person you think is the most athletic, write a “1”, . . . ending with a “10” next to the least athletic of the ten individuals.

The purpose of the ranking procedure was to objectify athleticism judgments as much as possible; that is, to avoid a standard shift by inviting direct comparisons between targets. The rank order procedure provided an external (objective) assessment of different targets; an assessment that is assumed to largely bypass the complications that result from shifting standards of evaluation. The reader will note that this study employs a within-subjects manipulation of type of response scale (subjective and ranks) rather than the between-subjects design used in the previous studies.

Individual-difference measures. In the third week of the semester during which this study was run, the majority of the subjects (n = 31) had also participated in a mass-testing procedure during which several measures relevant to this project were obtained. We administered the Modern Racism Scale and asked subjects about their base-rate beliefs regarding the athleticism of Black and White men. Specifically, subjects completed a distributional task of the sort used by Linville and her colleagues (Linville et al., 1986, 1989). Subjects were asked to distribute 100 White men and 100 Black men across five levels of the trait “athleticism.” These levels were very unathletic, somewhat unathletic, neither athletic nor unathletic, somewhat athletic, and very athletic. From these distributions, we calculated both the probability of differentiation (Pd) and the mean perceived athleticism of Black and White men (see Linville et al., 1986, for details on these computations). On average, subjects were more differentiated in their perceptions of the athleticism of White men (M Pd = .72) than of Black men (M Pd = .70), t(31) = 2.71, p < .02, and they perceived Black men (M = 3.66) as significantly more athletic than White men (M = 3.36), t(31) = 4.23, p < .001. In fact, only 2 subjects perceived White men as being more athletic than Black men, 6 perceived no difference, and 23 perceived Black men as more athletic than White men. The main study was conducted from the 11th to the 14th week of the semester; therefore, the individual-difference data were collected between 8 and 11 weeks before subjects' participation in the judgment study.

Results and Discussion

For each type of judgment, we created a variable that indicated the number of times the Black target was rated or ranked

6 An additional study using this paradigm and a different set of photographs produced similar results, increasing our confidence that the effect can be generalized beyond this set of targets.
as more athletic than the Whites. As there were eight White and two Black targets, this number could range from 0 (neither Black ever rated or ranked more athletic than the Whites) to 16 (each of the two Blacks rated or ranked more athletic than every White). When ties existed (this was only true in the subjective condition), 0.5 was added toward the sum. We then submitted these scores to a Standard (Americans, women, men, White men, and Black men) × Scale Type (subjective rating and ranking) repeated measures ANOVA, in which the latter factor was within-subjects. The effect of standard was nonsignificant ($F < 1$), but the effect of scale type was highly significant, $F(1, 39) = 10.23, p < .003$. Black targets were more likely to be viewed as more athletic than the White targets when rankings ($M = 14.14$) rather than subjective ratings ($M = 13.56$) were used. The Scale Type × Standard interaction was marginally significant, $F(4, 39) = 2.21, p < .09$. In general, the rankings were more likely than the ratings to show the pattern of Black targets judged more athletic than White targets in every condition except the “White male” standard (in that condition, $M_S = 14.06$ vs. 14.00 for the ratings and rankings, respectively).

We also analyzed these data by looking more closely at the “ties” between the Black and White targets made in the subjective rating condition. Overall, there were 83 such ties. Our question concerned how these ties were resolved in the ranking procedure: Was the Black target ranked more or less athletic than the White(s) with whom he subjectively “tied?” If our shifting standards premise is correct, these ties should more frequently be resolved by ranking the Black more athletic than the Whites. Of the 83 ties, 56 resulted in the Black target being ranked lower (more athletic) than the White, and in 27 cases the opposite was true. A sign test for matched pairs indicated this difference was significant ($z = 3.07, p < .01$). However, some of these 83 ties had been made by the same subjects; specifically, 58 of the ties had been made by subjects with multiple ties, and thus the assumption of independence of observations was violated. To correct for this problem, we looked more closely at the 58 multiple ties. First, we counted a subject only once if he or she resolved his or her multiple ties consistently, and then we recalculated the sign test. This resulted in a total of 68 ties, of which 44 were paired with rankings in the predicted direction—Black more athletic than White—and 24 in the other direction. This difference was also significant ($z = 2.30, p < .05$).

As a more conservative test, we then looked at those subjects with multiple ties who resolved their ties in a predominantly consistent manner. This included, for example, subjects with three ties, two of which resulted in rankings in one direction and the third in rankings in the opposite direction. Twenty-four of the remaining 68 ties fit this description; when these ties were cut from the sample under consideration such that a given subject was “counted” only once, 44 ties remained. Of these, 30 were paired with rankings of Black targets as more athletic than White targets, and 14 in the opposite pattern; this too was a significant difference ($z = 2.26, p < .05$).

Finally, we dropped all those subjects with multiple ties who were matched with rankings in one direction half the time and in the other direction the other half of the time. Eighteen of the remaining 26 ties fit this description. We were now left with 26 ties in which a subjects’ ties were counted only once. Of these, 21 were resolved such that Black targets were ranked more athletic than Whites and 5 such that Whites were ranked more athletic than Blacks ($z = 2.75, p < .05$). In sum, in every manner of examining the ties data, the same pattern resulted: When Black and White targets were rated equivalently, Black targets were nonetheless likely to be ranked as more athletic than White targets.

**Standard manipulation.** Our concern with the effects of explicitly induced standards on athleticism judgments led us to examine the direct ratings and rankings of Black and White targets more closely. First, we entered the mean subjective ratings of the Black (averaged across two targets) and White (averaged across eight targets) stimulus persons as repeated measures in an ANOVA that also included standard of comparison as a between-subjects factor. The two main effects were significant: for race of target, $F(1, 39) = 198.01, p < .0001$; for standard, $F(4, 39) = 5.27, p < .002$. Overall, Black targets ($M_T = 5.64$) were rated more athletic than White targets ($M_T = 3.78$). Although the two-way interaction between race and standard was not significant, $F(4, 39) = 1.72, p > .16$, the data are depicted in this form in Figure 4 so as to clearly illustrate the two main effects. In general, the pattern of judgments based on differential standards fit our expectations: The “Black male” standard produced the lowest athleticism ratings for both Black and White targets, the “women” and “Americans” standards produced the highest athleticism judgments, and the “men” and “White male” standards produced moderate judgments. The effect of standard was more striking, however, in subjective judgments of White than Black targets: A one-way (standard) ANOVA on the White judgments was significant, $F(4, 39) = 7.52, p < .0001$, whereas the comparable effect of standard on ratings of Black targets was not significant, $F(4, 39) = 1.78, p = .15$.

Differing standards should not affect rankings, as these are presumably based on direct relative comparisons across targets. An ordering of targets from most to least athletic should not be affected by differential standard use. To test this point, we also submitted the mean rankings of Black and White targets as re-
peated measures in an ANOVA that included standard of comparison as a between-subjects factor. The main effect of race was very strong, $F(1, 39) = 487.31, p < .0001$, with Black targets being ranked lower (more athletic; $M = 2.43$) than White targets ($M = 6.32$). The effect of standard, as predicted, was not significant ($F < 1$), nor was the interaction between race and standard, $F(4, 39) = 1.70, p > .16$. Although differing standards clearly affected subjective ratings, they had no influence on rankings. To explicitly test this observation of differential sensitivity to comparison standards between ranking and rating procedures, we conducted an additional analysis in which we converted both the rankings and ratings into $z$ scores (after reverse-coding the rankings) and submitted these to a Race of Target $\times$ Standard $\times$ Response Scale ANOVA. The only significant effects were the main effect of standard, $F(A, 39) = 4.11, p < .01$, and the Race $\times$ Standard interaction, $F(4, 39) = 4.28, p < .01$. As depicted in Figure 5, standard did not affect rankings but did affect ratings in the predicted directions. This finding increases our confidence in the use of a ranking procedure to tap "common standard" judgments.

Individual differences in standard shifts. Finally, we examined whether individual differences in Modern Racism and base-rate beliefs about the athleticism of Black and White men affected judgment patterns. The probability of differentiation measures, analyzed in a variety of ways, did not affect athleticism judgments and will therefore not be discussed further. We did, however, find some suggestive effects using Modern Racism scores and the mean base-rate perceptions of Black and White men's athleticism.

Scores on the Modern Racism Scale ranged from 7-32 ($M = 15.87, \text{Mdn} = 16.0$). We performed a median split on these data and added this factor to the Scale (ratings or rankings) $\times$ Standard of Comparison (five levels) repeated measures ANOVA described earlier, in which the dependent variables were the number of times (out of 16) Black targets were rated and ranked more athletic than White targets. In this analysis, we omitted the 13 subjects who did not participate in the pretest session, when Modern Racism was measured. In this smaller sample of subjects, we continue to find the results described earlier, along with a significant interaction between scale type and Modern Racism categorization, $F(1, 21) = 9.65, p < .006$. This interaction is depicted in Figure 6. Subjects scoring high in racism were the most likely to show evidence of the shifting standards phenomenon described above: They judged Black targets as more athletic than White targets significantly more often in rankings than in ratings. Subjects scoring low in racism did not differentially use the response scales.

A comparable analysis using base-rate perceptions of the mean difference in athleticism between Black and White men (collected during pretesting) was also conducted. The mean perceived difference in athleticism between White and Black men (from the pretest questions) was $-0.297$ (on separate 1-5 scales); $\text{Mdn} = -0.25$; Blacks were viewed on average as more athletic than Whites. We performed a median split on these perceptions, thus creating a group with a strong tendency to perceive Black men as more athletic than White men, and a group with a weaker tendency to do so (because most subjects believed Blacks were more athletic, we could not create groups who clearly did and did not perceive a Black–White differential in athleticism). This factor was included in the Scale (ratings or rankings) $\times$ Standard analysis described above. The previously
described main effects of scale and standard remained significant, and the interaction between base-rate perception (Black men much more athletic or Black men modestly more athletic) and scale was marginally significant, $F(1, 21) = 2.50, p < .13$. This interaction is depicted in Figure 7. It was among subjects who endorsed the "Black more athletic" belief most strongly that the response scales produced different patterns. For these subjects, Black targets were ranked as more athletic than Whites 13.73 times and rated as more athletic 12.90 times, $t(14) = 2.62, p = .02$. For subjects with weak or no endorsement of the stereotype, the corresponding means were 13.69 and 13.53 for ranks and ratings, respectively, $t(15) < 1$. In other words, the strong stereotype endorsers produced a pattern of response similar to that of subjects scoring high in racism. This interaction, however, was only marginally significant and should be interpreted conservatively.  

In sum, this study provides additional evidence in favor of the shifting standards hypothesis. Ranked (common-rule) judgments were more likely than subjective ratings to reveal the operation of the Black athletic stereotype. Furthermore, Study 3 supports the corollary regarding individual differences in standard shifts and provides direct evidence that shifts in comparison standards account for rating changes on subjective scales.

Study 4

In this final study, we leave behind the issue of individual differences in standard shifts but extend the previous study's concern for direct evidence of the importance of standards to the judgment patterns we have observed. This study uses a rather different paradigm. Rather than make direct judgments of targets, subjects were asked to keep in mind either a male or female target and to judge the diagnosticity of that target's behaviors for the personality traits aggressive, assertive, and unassertive. We have argued that different standards are recruited for judging members of stereotyped groups; these standards are based on expectations regarding the expected levels of those group members on the dimension of interest. If one group's standard is at a lower level than another's, this should mean that members of the former group can more easily surpass that standard than can members of the latter group; that is, the threshold for "qualifying" for a trait is lower in the former case. Thus, if subjects hold a particular stereotype—for instance, that men are more aggressive than women—this should lead them to have lower thresholds for diagnosing that the attribute (aggressiveness) exists in members of the group presumed to have lower levels of the attribute overall (i.e., women). To take another example, if subjects believe that women are more passive than men, their threshold for diagnosing passivity should be lower for male than for female targets. Evidence to this effect would advance our case that comparison standards are important to a wide variety of judgment settings.

We examine three gender-linked traits in this study: aggressiveness, assertiveness, and unassertiveness (passivity). For aggressiveness and assertiveness, the male standard is expected to be higher than the female standard, but for unassertiveness, the female standard is expected to be higher than the male standard. In each case, the group with the lower standard should produce the higher diagnosticity judgment, as this low standard can be more readily surpassed. We surmised, however, that the assertiveness stereotype is the weakest of the three and that the hypothesized pattern of effects would be least striking in this case. In fact, when Rasinski, Crocker, and Hastie (1985) examined a similar question, using the Locksley et al. (1980, 1982) behaviors, they found no significant difference between male and female targets in the perceived diagnosticity of behaviors for determining assertiveness.

Method

Subjects were 44 female and 31 male undergraduates at the University of Florida who obtained credit toward the experimental participation requirement of their introductory psychology class. Subjects performed three sets of ratings of various behavioral statements adapted from Locksley et al.'s (1980, 1982) work on assertiveness judgments (described below). Specifically, subjects were asked to read about a behavior performed by either "Linda" or "Larry" and to indicate whether that behavior was diagnostic of (a) assertiveness, (b) aggressiveness, and (c) unassertiveness. Twenty behavioral statements were used for each type of rating, and the order in which these ratings was performed was varied across subjects. Because order of rating did not affect judgments, this factor is not discussed further.

The correlation between Modern Racism and White-Black athleticism base rates was $r(n = 31) = .07, ns$. However, a chi-square test of independence between the median split categorizations on the two variables was significant, $\chi^2(1, N - 31) = 3.89, p < .05$. Ten of the 15 subjects who endorsed the athleticism stereotype most strongly scored low in racism; 11 of the 16 in the other group scored high in racism. Interestingly, however, evidence for differential response scale use was found among subjects who scored high in racism and were strong stereotypers, yet only 5 subjects fell into both categories. Thus, the two individual difference effects we report are based on rather different subsets of subjects.
Before beginning the procedure, subjects read the following (the word assertive was substituted with aggressive and unassertive when appropriate):

Linda [Larry] is a 25 year old woman [man]. Please think about Linda [Larry]; imagine meeting her [him]. Now imagine that someone has asked you the question, “Is Linda [Larry] assertive?” From what you know so far, it would probably be difficult for you to answer that question. What kind of information would you need to know before you were able to answer “Yes, Linda [Larry] is assertive?” Below is a list of behaviors that Linda [Larry] may have engaged in during the past month. Please read each behavior, and put an “X” next to that behavior if you think it gives you information that Linda [Larry] is an assertive person. In other words, put an “X” next to the behavior if you think that by engaging in the behavior, Linda [Larry] has provided you with evidence that she [he] is an assertive person.

These instructions were repeated before each set of ratings (assertiveness, aggressiveness, and unassertiveness).

The behaviors we used were chosen from those developed by Locksley and her colleagues in their work on base rates (gender categories) versus individuating information as influences on assertiveness judgments (Locksley et al., 1980, 1982). Locksley et al. pretested a set of 85 statements by having 40 subjects rate how passive or assertive each behavior was on a 0 (passive) to 10 (assertive) scale. The sex of the actor was always unspecified in each behavioral statement. We obtained these pretest ratings from the Locksley team and selected the 20 behaviors that had been rated most passive (range = 1.65-2.74) and most assertive (range = 7.80-8.88) by the set of 40 judges. The 20 passive statements were those our subjects considered when making their unassertiveness judgments, and the 20 assertive statements were used for both the assertiveness and aggressiveness judgments. Examples of the assertive behaviors included “grabbed his/her wallet back from a pickpocket on the bus” and “drew up a petition and persuaded people to sign it.” Passive behavioral examples included “bought a worthless product in order to get rid of the salesman” and “was talked into going to see a fairly bad movie for the second time.” For each set of ratings, we presented the 20 behaviors in one of two random orders; this ordering factor also did not affect the diagnosticity judgments and therefore will no longer be considered.

In sum, subjects considered either Linda (n = 41) or Larry (n = 34), and rated (a) the diagnosticity of 20 behaviors (Locksley et al.’s most assertive behaviors) for assertiveness, (b) the diagnosticity of those same 20 behaviors for aggressiveness, and (c) the diagnosticity of a different set of 20 behaviors (Locksley et al.’s most passive behaviors) for unassertiveness.

Results and Discussion

For each behavior, we calculated the proportion of subjects who indicated that it was diagnostic of the relevant personality trait for Linda and for Larry. Of 60 comparisons, only 2 indicated that sex of subject had an impact on subjects’ judgments. Because these two differences were likely to have occurred by chance only, we do not discuss sex of subject further.

First, we consider aggressiveness judgments. We suggest that because most people believe that men are more aggressive than women, they have a lower threshold for labeling a behavior aggressive when it is committed by a woman rather than a man. That is, the same behavior is more likely to be considered aggressive when enacted by a woman than a man. For each behavior, we determined whether a higher percentage of subjects who read about Linda found the behavior diagnostic of aggressiveness, or whether a higher percentage of subjects who read about Larry did so. In 14 of the 20 cases, Linda’s behaviors were more diagnostic of aggressiveness than Larry’s behaviors. A sign test indicated that this difference was significant (z = 1.57, p < .03, one-tailed). A comparable analysis of the assertiveness judgments was also performed. In this case, only 8 of the 20 behaviors were more likely to be judged as diagnostic of assertiveness for Linda than for Larry. Not surprisingly, the sign test indicated that this difference was not significant (z = .67, ns). Finally, we examined judgments of unassertiveness. In this case, because people generally believe that women are more likely than men to be unassertive, we expected subjects to have a lower threshold for diagnosing unassertiveness in men than in women. That is, the same behavior should be more diagnostic of unassertiveness in Larry than in Linda. The data supported this argument: In 16 of 20 cases, the behavior was more likely to be judged diagnostic of Larry’s unassertiveness than of Linda’s unassertiveness (z = 2.46, p < .01).

General Discussion

These studies make four important contributions to our understanding of the shifting standards model and of the stereotyping process more generally. First, the studies replicate our past work on shifting standards (Biernat et al., 1991) and extend those findings to include more meaningful, traditional social stereotypes based on both negative and positive beliefs about relatively disadvantaged groups (e.g., Blacks and women). Second, the studies show how the process of shifting standards may be relevant to a prominent subliterature in the stereotyping field (e.g., the Joan vs. John McKay effect). Third, we provide evidence supporting the individual difference corollary of the shifting standards model; and fourth, we offer more direct evidence concerning the processes that underlie the shifting standards effect.

Our research has been focused primarily on the distinction between objective ("common rule") and subjective assessment procedures, and their stability (vs. instability) when a judge evaluates diverse targets (men vs. women, Blacks vs. Whites). The three experiments relevant to this point yielded clear, consistent results at this level of analysis (see Figures 1–3). Although the various experiments investigated diverse stereotypes and used a variety of methodologies, the results were remarkably uniform: Judgment procedures that invited an objective, or common rule, point of view showed clearer evidence of stereotyping in the assessment of individual targets than did subjective rating procedures. We interpret these results as further support for the view that objective or common rule assessments encourage the judge to rely on a relatively unchanging evaluation standard. As a result, these judgments may reflect the judge's mental representations with reasonable fidelity; they typically indicate that the evaluations of individual targets may be biased (through assimilation) to broadly shared stereotypes regarding the target's membership group.

Subjective ratings, on the other hand, appear to invoke systematic shifts in the judge's frame of reference, in which targets from disparate social groups are evaluated with respect to different standards. The resulting judgments may consequently show only modest evidence (if any) that the judge's evaluations have been systematically affected by the target's group membership. For example, when judges assess individual men and
women on some attribute where substantial group differences might plausibly be expected (e.g., verbal ability), the meaning they attach to the various rating categories appear to shift, depending on the target’s gender (see Parducci, 1963, 1965; Postman & Miller, 1945; Volkmann, 1951). That is, in arriving at subjective evaluations (e.g., high vs. low verbal ability), there is a general tendency to compare the target with others from the same group rather than to evaluate successive targets against a common, unchanging set of standards.

Kahneman and Miller (1986) offered a related conception. They contended that judgment is typically based on an active recruitment process that involves imagined alternatives to the target case at hand; the target is evaluated by comparing it with these imagined alternatives. In line with this approach, we believe that the subjective standards against which an individual is evaluated are importantly affected by expectations (imagined alternatives) based on the target’s group membership. The recruitment of alternatives explanation is not fully consistent with our model, however, as it does not account for the strong stereotype effects we found on common-rule judgments. We should further note that in most of the cases we have studied, subjective judgments reveal a diminution rather than an elimination of assimilative stereotyping effects. For example, in judging verbal ability in Study 2, subjects using subjective rating scales continued to view White targets as more verbally able than Black targets, although this difference was significantly smaller than that observed when subjects used objective rating scales. That some assimilation to stereotypes continues to emerge on subjective scales suggests that there may be some pooling or merging of standards, or in Kahneman & Miller’s terms, recruitment of at least some alternatives from more than one social category. That is, when judging Black and White targets for verbal ability—particularly when these judgments are made successively, as they were in Study 2—a subject may not completely disregard her standards for one race as she judges a member of another race. This idea is also consistent with Higgins and Stangor’s (1988) premise that our judgments incorporate the standards we have used at different points in time.

Studies 3 and 4 are important in demonstrating that shifting standards can directly affect judgmental shifts. In Study 3, we explicitly manipulated the standard of judgments subjects were to use as they subjectively rated targets on athleticism. When the standard was harshest (Black male), athleticism ratings of both Black and White targets decreased; when the standard was weakest (women), athleticism ratings increased. Similarly, in Study 4, subjects’ diagnosticity judgments indicated that the threshold for a behavior to qualify as aggressive was lower for women than for men, whereas the threshold for a passive action was lower for men than for women. This pattern of results runs counter to expectancy-confirmation models, which predict that behaviors will be interpreted consistently with stereotypes (e.g., “if it’s done by a man, it must be aggressive”), but is quite consistent with the shifting standards model. If the reference standard for a group is relatively low, it can more readily be surpassed by members of that group. As a consequence, a behavior that is seen as being only moderately aggressive for a man (a member of the high-standard group) may be seen as very aggressive if enacted by a woman. These data indicate that differential standard use can directly account for differential judgments—the basic premise of our work.

Individual Differences Among Judges

A corollary of the shifting standards model is that the subjective reference norms associated with a given target may vary from one judge to the next; these norms may depend on the judge’s acceptance of familiar group stereotypes. We reasoned that subjects who subscribe to divergent stereotypes of the relevant target groups should show clear evidence of standard shifts when they evaluate individual targets from these contrasting social categories. Hence, their subjective assessments might fail to show the sort of stereotype (assimilation) effects that would be revealed in a more stable, objective judgment procedure. Those who reject group stereotypes, on the other hand, may invoke a common standard for their subjective evaluations of men and women; their common rule and subjective assessments would show similar patterns as a consequence.

The present experiments supported this corollary, although there were also some inconsistencies. In Study 2, we measured stereotypes by asking subjects to indicate the percentage of men and women they thought to possess “high verbal ability.” Those who believed that women, as a group, exceed men in this regard showed evidence of the standard shift phenomenon: They rated the female targets as superior to the male targets when the judgment procedure invited a common-rule, objective frame of reference, but not when they made judgments in subjective units. This distinctive pattern of results was not observed among the respondents whose base-rate estimates indicated that they saw no difference between the verbal abilities of men and women, nor among those who indicated that men had higher verbal ability. For these subjects, the common rule and subjective rating procedures yielded similar patterns of results. These results suggest that subjects who rejected the stereotype that women have higher verbal ability than men had not shifted their standards when evaluating men versus women.

Despite these hypothesis-supporting results, however, we also found that subjects who denied that women were generally superior in verbal ability (in their base-rate estimates) nonetheless judged the individual female targets, on average, to be more verbally able than the male targets, whether their assessments were made in subjective or objective units. In essence, then, the stated base rates of these subjects proved to be inconsistent with their assessments of individual targets. These unexpected results suggest that our stereotype measure, based on simple base rates, may have provided an inadequate or incomplete measure of respondents’ beliefs.

Respondents’ attitudes toward women were also implicated in their evaluations of the “authors” in Study 1. Here, we assumed that subjects who endorsed traditional sex role attitudes would be most susceptible to the standard shift phenomenon; they should show clear evidence of a male-superior bias when assessing the individual targets from a common-rule, objective frame of reference, but should appear to evaluate the men and women more comparably when rating them subjectively. This simple pattern was not confirmed, although some related phenomena were observed. Among the respondents with traditional sex role attitudes, authors who wrote about masculine

9 Other interpretations are also possible: Assimilation to expectation (stereotypes) at the representational level may be a stronger effect than the contrastive standard shifts that we posit.
topics received more favorable objective evaluations than those who wrote about feminine topics (presumably because of the authors' association with "important" masculine topics). The subjective ratings again reduced this difference. Respondents who favored a more contemporary, nontraditional attitude toward women showed a rather different pattern. In the objective judgment task, in keeping with their more "feminist" sentiments, these respondents favored the female author over the male. Their subjective ratings of "John" and "Joan" did not differ, however, presumably because the targets were now evaluated against different, gender-specific standards.

In contrast to these data in support of individual differences in standard use, we were not successful in accounting for individual differences in our respondents' assessments of Blacks and Whites in Study 2. The results here indicated that neither the Modern Racism Scale nor the subjects' base-rate estimates of Black versus White verbal ability were related to their assessments of individual Black and White targets. It is conceivable, however, that our attitude and opinion measures did not provide relevant, valid information, in part because they were collected directly after the judgment task took place. These measures may have failed because White subjects were sensitive to racial issues (made salient by the judgment task) and may have hidden their true beliefs in this important area (see Biernat & Vescio, 1993, Study 3).

In Study 4, where racial attitudes and stereotypes were measured weeks before the judgment task, the results were more consistent with our individual-difference hypothesis. Subjects who scored high on the racism scale, and subjects who endorsed the "Blacks more athletic" stereotype most strongly, were those who showed the most striking evidence of the standard shift effect. Their judgments varied significantly when we compared the rating and ranking tasks; the difference between the perceived athleticism of Black and White targets. It is conceivable, however, that our attitude and opinion measures did not provide relevant, valid information, in part because they were collected directly after the judgment task took place. These measures may have failed because White subjects were sensitive to racial issues (made salient by the judgment task) and may have hidden their true beliefs in this important area (see Biernat & Vescio, 1993, Study 3).

In Study 4, where racial attitudes and stereotypes were measured weeks before the judgment task, the results were more consistent with our individual-difference hypothesis. Subjects who scored high on the racism scale, and subjects who endorsed the "Blacks more athletic" stereotype most strongly, were those who showed the most striking evidence of the standard shift effect. Their judgments varied significantly when we compared the rating and ranking tasks; the difference between the perceived athleticism of Black and White targets. It is conceivable, however, that our attitude and opinion measures did not provide relevant, valid information, in part because they were collected directly after the judgment task took place. These measures may have failed because White subjects were sensitive to racial issues (made salient by the judgment task) and may have hidden their true beliefs in this important area (see Biernat & Vescio, 1993, Study 3).

The shifting standards data therefore raise the complicated issue of what constitutes prejudicial evaluation in our culture. Paradoxically, strong stereotypes may often underlie apparently "fair-minded," bias-free judgments, and the evocation of common standards may promote stereotype-consistent judgments.

Everyday speech is chock-full of subjective assertions. For example, we are likely to characterize Carol as being "very tall" rather than refer to her 5'10 height; or we might comment on her "wonderful" writing style, as opposed to the likelihood that she might earn an "A" in a writing class. This raises the important question of how such subjective comments are understood by listeners and whether they are properly "corrected" to take account of the speaker's standards for describing men versus women. After all, a man who is described as being very tall is likely to be taller than a woman who is similarly characterized (see Roberts & Herman, 1986).

In many cases, it is clear that listeners automatically take account of differences in the subjective standards that underlie everyday speech. No one is surprised to hear of a "large frog" that nonetheless fits very comfortably into a "small car." Without thinking, we recognize that the adjectives large versus small are applied in accordance with different subjective standards, depending on what is being described (frogs vs. cars). It is, however, unclear whether we apply similar cognitive "corrections" when decoding statements that apply to social groups such as men versus women, where different subjective standards might plausibly affect the speaker's descriptive comments. Our ability to take account of the changing subjective standards that are required for everyday speech is apparently far from perfect. Higgins and Lurie (1983) demonstrated a "change of standard" effect, in which subjects apparently remembered the verbal label they had attached to the criminal sentences of a fictitious "Judge Jones" (how harsh or lenient his sentences seemed to be, compared with other judges), but not the comparative context...
that led to these characterizations (see also Higgins & Stangor, 1988). By focusing on the evaluative, subjective language, we may lose sight of the original mental representation on which it was based. What this implies for the present research is that while we make subjective judgments using shifting standards, it is the subjective language itself that may be best remembered by ourselves and by others. Thus, the label good verbal ability applied to a man and woman may ultimately lead others to accept these two targets as comparable. However, if Julia’s verbal ability is described as “good,” we should probably infer that her skills in this area are “very, very good,” because the speaker’s stereotypes may well have led to the use of a very high set of standards when evaluating the verbal abilities of women. This is an intriguing area, which we are now beginning to investigate.

References


Received May 19, 1992
Revision received May 13, 1993
Accepted May 13, 1993